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Abstract. This study aims to find methods to detect coordination among
content spreaders on a massive scale efficiently. This paper has two signif-
icant aspects: methods for modeling of information cascades and iden-
tification of misinformation. We start with an overview of predicting
information cascades, a classic framework for studying information dif-
fusion. Afterward, we investigate the predictability of cascades and the
most important features available for their modeling. Finally, we identify
generative models’ advantages, especially self exiting processes in mod-
eling cascades and detection latent structure of diffusion network that
is not always freely available. The result of this work would be deliv-
ered as the master thesis and a model detection coordination based on
publication time sequence for news providers.

Keywords: Information cascades · Multivariate Hawkes processes · mis-
information · popularity prediction · information diffusion.

1 Introduction and Motivation

Big social media platforms have to moderate content daily. Lately, those plat-
forms, especially Facebook, were widely criticized because of the harsh working
conditions for the manual content moderators. As a result, Facebook plans to
increase the role of the automatic pre-moderation and rating of questionable
content to prioritize moderation of most damaging posts [1]. ”Now, Facebook
says it wants to make sure the most important posts are seen first and is using
machine learning to help. In the future, an amalgam of various machine learn-
ing algorithms will be used to sort this queue, prioritizing posts based on three
criteria: their virality, their severity, and the likelihood they are breaking the
rules”.

In this study, we will consider the two of the above mentioned components:
virality and the likelihood that the content will break the rules. Modeling in-
formation cascades is a standard method to estimate content virality [2]. The
methods for identifying doubtful content based on its diffusion topology and tem-
poral features have been extensively surveyed by the Facebook research team in
[3]. Our goal is to fuse these different methodologies for predicting coordinated
spread of misinformation.
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After an initial exploration of a large corpora of news articles, we observed the
trace of coordination between information spreaders. As has been discussed in [4],
this can often be a sign of misinformation or other unreliable content. However,
we also faced a challenge that, for many datasets like ours, a network structure is
not readily available or not fully reliable. Therefore, the methods which require
knowledge about the network topology of information diffusion are unpractical,
and we aim to focus on studying temporal dimension of information diffusion.
Scalability in our work is the ability of the model to work only with temporal
data, without knowing the latent structure of the spreading network. During the
work on this master’s thesis, we are going to research the tools and methods for
detecting coordinated actions of information spread in various environments.

The rest of the paper is organized as follows. Section 2 reviews the prior work
on predicting information cascades, and misinformation detection. In Section 3,
we discuss the research hypothesis and the problem statement. In section 4.1, we
present the dataset that we are working with; in 4.2, we discuss possible baselines,
4.3 some of the approaches to solve our problem, 4.4 we describe metrics and
ways to evaluate our solution in practice. Section 5 describes the work plan for
the master thesis, and Section 6 provides some early results.

2 Related Works

2.1 Research on detection of misinformation

The first aspect of this research deals with the literature about harmful content
and misinformation. A survey by Facebook researchers[3] summarises efforts by
Facebook to preserve the integrity of the social network and remove harmful con-
tent. It also touches the topic of misinformation as one of the types of this con-
tent. Researchers point out different approaches to detect misinformation based
on the specific style, emotion detection, and contradiction with well-established
knowledge. Researches point out that coordination between spreaders is an im-
portant sign of misinformation. They also discuss how knowledge of the topology
of the spreading cascade could help to detect coordination.

In the [4] authors described several cases of coordination discovered using
their framework. It is based on finding similar traces of social media accounts
that speak about the lack of independence from those users. Coordination be-
tween accounts spreading false information is an important hypothesis for our
research. If it exists, we would systematically detect it from information cascades
appearing both in social networks and other types of networks that involve re-
sharing the same content (for example, news websites posting similar articles).

2.2 Modelling information cascades

Informational cascades are well-studied tools for describing social phenomenons
that are spreading overtime on some networks. We will define them as fol-
lows: ”The trajectories and structures of information diffusion, as well as the
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adopters/participants in information spreading ”[2]. This definition is broad
enough to describe content popularity on social media and other types of in-
formation spread on networks. Prediction of information cascades is a way to
estimate how influential individual messages are and how many people they
would affect.

According to [2] prediction of information, cascades refers to many different
actions. For example, they predict the popularity of content in social media
(likes, shared, hashtag use), number of citations for scientific papers, number of
comments under articles, number of similar news articles, and rating for movies.

As there are different prediction tasks, we will use the taxonomy from Fig.
1, describing the most significant prediction models used to fulfill them.

Fig. 1. Cascade prediction taxonomy [2]

The taxonomy proposed by a survey mentioned previously breaks the prob-
lem into three dimensions. First, consider what type of problem we are solving
regression - finding the size of a cascade or other numeric property or classifi-
cation - finding if given content would become popular or the property would
get more than a certain threshold. Also, the figure describes method families
that could be used to model cascades. These are feature-based models (used
in many papers studying predictability of cascades), Generative models (focus-
ing on most important temporal features), and deep learning models (trying to
use graph embedding to avoid feature engineering and combine network topol-
ogy with temporal features and content). We will elaborate on different models’
suitability for our task in the next section.

Before discussing in-depth models suitable for different predictions on infor-
mation cascades, it would be useful to consider if they are actually predictable.
In [5] authors discovered that temporal features and structure are key predic-
tors for cascade growth, and the task is getting more straightforward as we
observe the growth of cascade compared to ex-ante prediction. Researchers used
the Facebook image reshare dataset in June 2013 and a feature-based approach
for cascade prediction. Features they considered include properties of the con-
tent that is spreading, features of the original poster, features of the sharers,
structural features of the cascade, and temporal characteristics of the cascade.

They conducted two experiments allowing them to judge overall cascade pre-
dictability. First, predicting structural virality of cascades quantified by Wiener
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index, second predicting biggest cascade for the cluster of 10 random cascades
starting with an identical image. They managed to get an accuracy of 0.725
(baseline 0.5) with the structure prediction, predicting if the Wiener index would
be bigger than the median. For predicting the biggest cascade in the cluster of
10 identical image shares, it got an accuracy of 0.497 compared with a baseline
of 0.1. This proves that different cascades are predictable, with a basic set of
features available after the cascade started growing. The accuracy of prediction
is also increasing with the growing number of shares. This also implied that pre-
dicting cascades before they actually started may be a complicated task because
they lack structural and temporal features that proved to be most expressive.

Another study [6] provided interesting results about the same issue. It sug-
gested that there is a theoretical bound for the predictability of cascades. The
prediction was formalized as a regression task for finding the cascade’s future
size (on the Twitter dataset). The best model authors could get explained less
than half of variance in cascade size. To disconnect the error based on insufficient
data from error provoked by the natural unpredictability of complex social sys-
tems, they also conducted simulation studies, showing that even with the perfect
knowledge of the initial condition, varied quality of content shared reduces the
accuracy of the prediction close to empirical limits.

Fig. 2. Different features predictive power [7]
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Work by [7] investigates peeking strategy prediction as a classification task
(looking for those items that would become popular). In Fig. 2 authors showed
the most critical features for their prediction. It illustrates that temporal fea-
tures are most predictive, and their accuracy is just slightly smaller than in the
situation of all features combined. Authors also discuss implications from this for
the task of understanding the popularity of content and state that even though
early adopter’s data allows to predict cascade growth, it does not help much with
understanding why some content is popular. They pay attention to a prominent
research gap considering mostly sharers of content, not consumers, discussing
that maybe further consumer features combined with content information could
effectively predict and explain the popularity.

As mentioned earlier, there are three groups of methods for modeling cas-
cades. Those include:

1. traditional machine learning models trained on hand-crafted features
2. generative models such as epidemic models, point processes and survival

analysis
3. deep learning, RNN for modeling sequence of events, and graph embedding

for capturing the structure of cascade.

Features based methods and Deep Learning based methods leverage the net-
work topology and information about spreaders and content in addition to tem-
poral information. However, as we mentioned previously, temporal information
is already essential in prediction, and also it is easily obtained and requires less
prepossessing than other features of the cascade. Therefore, from the point of
view of scalability and limited access to data, it would be fruitful to focus on
methods that leverage information about the occurrence of events in cascade.

In contrast, generative models, including Hawkes processes, focus only on
temporal information, which meets our data limitation. These methods predict
the rate of events based on their past occurrences. They are used to predict
events that are clustered in the time dimension, meaning that one event’s oc-
currence increases the probability of another event for a short period of time.
Usually, Hawkes models contain two elements, some background intensity con-
stant for each moment of time. It can be calculated from the previous history.
And excitation function that measures how quickly the probability of arrival
of the next event decreases with time. Exponential is often used as an excita-
tion function for many applications of Hawkes processes. We would discuss the
method based on Hawkes process later in the Research methodology section of
this paper.

3 Research Hypothesis and Problem

Initially, we have a dataset with news articles and information about websites
publishing those articles. We need to detect coordination between publications
based on information about the publication time. As we discussed previously,
temporal information is the most descriptive and useful for the prediction of
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content dissemination. In the case of news articles, we do not have an actual
”connection” that describes the sharing of content. However, instead, we estab-
lish a connection between events by comparing their titles. We need to establish
if different news providers are spreading messages in a coordinated manner.

3.1 Dataset

We have a dataset collected by [8] from January 6 to September 30, 2020. It
includes 3.5 million news articles in Russian with headlines, publication time,
website name, and website type based on emotional manipulation score (accord-
ing to texty.org.ua internal model) and website origin. Those articles have been
collected from 921 news websites.

3.2 Early results of data analysis

We have used the news dataset described previously to extract headline pairs
with similar content. Those pairs were calculated in 30 hour time frames to
save computation time, starting at 00:00 each day and ending at 06:00 on the
next day. We used the pre-trained model [9] to create embeddings for headings
and then calculated cosine similarity between all the headlines in the timeframe.
Afterward, we used a 0.9 threshold to filter the most similar headlines (re-posting
the same article in practical terms). The example of data in Fig.3.

Fig. 3. Example of dataset with title pairs

Afterward, we have conducted exploratory data analysis to understand the
structure of the data and transformed data into a graph. It showed that a large
fraction of news re-posts belongs to a small set of websites. We also find out that
most of the headlines do not spread much, and only 1% of articles have eight
re-posts or more.

3.3 Evaluation and Baseline

We will evaluate our method by comparing model results with our prior knowl-
edge about news websites’ closeness. We calculated the initial resemblance ap-
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proximation by comparing headlines of those news articles (using cosine simi-
larity of vectorized text). The strength of connection in our diffusion network is
defined as the percentage of similar content in websites.

We would consider the model successfully if it would detect the connection
between news websites closely connected according to the study of their content.
The model may see coordination between other websites, whose relationship is
not straightforward from the content itself.

As a further extension of the research, we would investigate other closeness
metrics based on the similarity of content between various news providers from
our dataset. We plan to calculate also the similarity scores for the text of news
articles. However, as the dataset is extensive, we would consider only the most
performant approaches.

We aim to create a baseline to compare our model and if it provides a signif-
icant impact compared to more straightforward solutions. The baseline may be
formulated as a score of distance correlation for vectors of events in each news
website we are working with.

3.4 Research methodology

Generative models are common tools for popularity prediction and, more gener-
ally, modeling events occurrence in time. We are interested in a specific subset of
these models self-exciting the Hawkes process, and more specifically, it is Multi-
variate form. There is research on how [10] Multivariate Hawkes Processes could
have been used for mitigation of fake news. We plan to develop a similar ap-
proach that would show coordination among several nodes of a diffusion network
with an unknown structure.

Hawkes process [11] is a point process that describes sequance of events where
each new event increases the probability of getting another event. Intensity of
this sequance, or the rate at which new event occure in the infinitelly small
timeframes could be described by the following formula:

λ(t|H) = λ0(t) +
∑
i:t>Ti

φ(t− Ti) (1)

where Ti is a list of times when events have occurred up the specific point t.
We are calculating the intensity of the process at point t, based on the previous
history. H - is a history of previous events, φ is the memory kernel function. The
kernel function is commonly exponential because it allows calculating analyti-
cally many properties of the process (number of future event during a certain
time or till the end of time horizon).

However, this is only one dimensional Hawkes process that considers single
sequence of events. It could be extended to consider multiple sequences of events
of different type. Afterwards it is possible to measure interaction between those
sequences. The intensity function for such process looks this way:

λx(t|H) = µx +
∑
ty
i
<t

αxye
−β(t−ty

i
) (2)
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in this case kernel function φ is also defined as exponential function, therefore
φ(t−Ti) = e−β(t−t

y
i
). We may use different kernel functions, including a recurrent

neural network as an approximator of the kernel. In the paper[12], researchers
developed a method to scale MHP to a big number of events and topics. This
is especially important as most real-life applications include a huge number of
actors that create sparse networks of events. MHP allows to detect coordination
between different types of events and approximates the latent structure of dif-
fusion network that may not be available in many cases. Afterward, we can use
the Hawkes process to predict the future intensity of the information cascade.

We plan to use the multivariate Hawkes process to model relationships be-
tween actors (news providers) in our data and detect the diffusion network’s
latent structure. The model would be trained on event sequences from the news
publications on different websites from [8] database discussed previously. After
the model would be trained, we will study similarity scores between different
news websites and maybe other information sources (public social media pages).
This approach was used by [12], the results are at Fig. 4.

Fig. 4. Latent structure of policy diffusion in US states

Authors of the paper [12] studied US state public policy innovations and how
the policy spread across the country. Their dataset contained policies from the
range between 1691 and 2017. It includes data about the year of adoption of the
policy in each state. Fig. 4 displays the modeling of the data’s temporal structure.
It reveals a latent structure of the policy diffusion network based only on the
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temporal information. This structure has two centers New York and Tennessee,
that trigger policy innovation among their neighbors.

We plan to use the same technique with our dataset. However, in contrast
with the policy research, we have a baseline approximation of the diffusion net-
work based on a comparison of the news article content. We define the network’s
strength of connection by the number of replicated news between two news
providers. Our main goal is to estimate how well does MHP allows estimating
network structure suggested by the content. As a secondary, goal we are willing
to check whether MHP reveals connections that are not apparent from news
articles’ content.

4 Plan

The research plan timetable is described in the following Table 1.

Table 1. Work plan for research project.

Stage Start Date End Date

Review of literature October 2020 November 2020
Analyse and explore data November 2020 December 2020
Thesis proposal November 2020 December 2020
Implementation of the model December 2020 January 2020
Evaluation of the model January 2020 January 2020
Fine tuning and experiments with model January 2020 March 2020
Extending dataset and predicting coordination March 2020 April 2020
Writing thesis April 2020 May 2020
Thesis defense May 2020 May 2020

5 Summary

This research aims to develop a system able to detect coordination between
information providers in different environments based on publication time. We
will do this by combining recent research on popularity prediction and event
modeling with experiments on several approaches. We also use a newly created
dataset that was not previously used for this research.
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