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Abstract. In recent years, such interconnected Computer Vision fields
as Face Reenactment, Talking Head Generation, and Face Manipulation
are rapidly growing. Mainly this is due to the emerging new applica-
tions of this technology and notable improvements of the generation re-
sults over the last few years. This paper reviews different approaches to
face reenactment, types of training settings, and generative architectures.
Based on the results of the studied models, we decided to focus on the
problem of identity preservation and the improvement of photorealism
of the generated output in the one-shot setting while maintaining the in-
ference speed of the previous state-of-the-art works. This paper presents
a novel idea for replacing 2D facial landmarks with the 3D face model
as an input, which should tackle the problems mentioned above.

Keywords: Face reenactment, Talking heads, Head animation, One-
shot learning, 3D Face Model.

1 Introduction

Face reenactment, driven by keypoints or shape of the human face, is a tech-
nology with countless applications across such areas as media, gaming, movie
production, AR/VR, VFX, and entertainment. More specifically, face reenact-
ment (Fig. 1) refers to a task of conditional face synthesis by transferring the
face shape of a driver to a target face while preserving the identity of the tar-
get individual. Modeling human face appearance is a challenging task due to a
human head’s complex geometric properties, including hair, wrinkles, and sur-
rounding artifacts (glasses, tattoos). Another problem of generating high-quality
video from the static image is that we need to learn an appropriate object repre-
sentation. This task also requires precise extraction of motion patterns from the
driver video and mapping them onto learned object representation. In the past,
the problem of face reenactment was solved using CG (Computer Graphic) tools,
specifically mesh-based surface models and texture maps. Some approaches [1]
were able to model specific people highly realistically but had to spend a sig-
nificant amount of resources, time, and design efforts. Such methods used an
explicit object representation to facilitate animation, such as a 3D morphable
model [3]. As opposed to this approach, other algorithms [14] were able to model
any person with a single photograph, but at the cost of visual quality and pho-
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Fig. 1. Example of face reenactment using source image and driving video. Source: [28]

torealism. With the rise of deep learning models and improvements of computa-
tional resources, there opened new opportunities for using complex and resource-
consuming approaches for face manipulation. In particular, almost all of these
methods heavily rely on either Generative Adversarial Networks (GANs) [10] or
Variational Auto-Encoders (VAEs) [18]. These types of models have been used
for transferring facial expressions [34] or motion patterns between human indi-
viduals. More information about these types of neural networks can be found in
Section 2. Background information.

1.1 Motivation

It is hard to deny that face manipulation technologies for the entertainment
market are not at their all-time high popularity and demand. The success of the
following face manipulation apps reveals that the entertainment market is ready
for such technologies:

– Reface1 - reached #1 globally in App Store in September 2020.
– Avatarify2 - was used to create thousands of entertaining videos for YouTube

and TikTok.
– PIÑATA FARMS3 - new, rapidly growing social video app for creating

funny videos using face manipulation algorithms.

Thus, these opportunities gained considerable interest from the academic com-
munity as well.

1apps.apple.com/US/app/id1488782587
2apps.apple.com/US/app/id1512669147
3apps.apple.com/US/app/id1461925825

apps.apple.com/US/app/id1488782587
apps.apple.com/US/app/id1512669147
apps.apple.com/US/app/id1461925825
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2 Background information

Deep generative models are neural networks that can learn and imitate the input
data distribution. The nature of the data is task-dependent and can vary from
images to texts. According to [22], during training generative network, it tries to
find such parameters Θ that make the model closest to the true, but unknown
data distribution. Among these generative models, two families stand out and
deserve special attention: Generative Adversarial Networks (GANs) [10] and
Variational Auto-Encoders (VAEs) [18].

2.1 Generative Adversarial Network (GAN)

The general GAN framework [10] consists of two models: a generator G and a
discriminator D, where two of them are playing a minimax game. The generator
receives noize as an input and should output the generated synthetic samples
capturing the real data distribution and trying to “fool” the discriminator as
much as possible. On the other hand, the role of the discriminator (also called
a “critic”) is to estimate how likely the given data is a part of the real dataset
and, precisely, to distinguish between real and fake samples. The high-level GAN
training pipeline can be observed in Fig. 2.

Fig. 2. High-level architecture of Generative Adversarial Network (GAN). Source: [20]

2.2 Variational Auto-Encoder (VAE)

Just as a standard AutoEncoder [26], Variational AutoEncoder (VAE) [18] is
composed of an encoder and decoder. In contrast to the Vanilla AutoEncoder,
Variational AutoEncoder (VAE) is suitable for generative modeling because of
one characteristic - its latent spaces are continuous. VAE achieves this by in-
troducing regularization into the training flow. Instead of encoding the input as
a point, it is now encoded as a distribution over the latent space from which
the point is further sampled. Then the reconstruction error between the input
and encoded-decoded data is calculated and backpropagated through the net-
work. Also, in practice, a regularisation term is added to the loss function to
ensure a better latent space structure. The high-level architecture of VAE can
be inspected in Fig. 3.
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Fig. 3. High-level architecture of Variational Auto-Encoder (VAE). Source: [23]

3 Related works

3.1 Review of the state-of-the-art approaches

As opposed to the standard CG pipeline, in recent years have appeared new
approach, named neural talking heads, attempting to achieve both the minimal
amount of input data and high realism of the generated images at the same
time. With the evolution of the talking heads’ approaches through the years,
they required fewer and fewer input data. Formally, methods for talking head
sequences generation can be classified into the following categories by the amount
of the input data for training a model:

– Many-shot. The first works in this field needed either a single input video
[15,17,30,34] or a set of videos [21,29] of the target person in order to train
a model that can synthesize the talking head of a person.

– Few-shot. These approaches [12,31,32,35,39] are capable of learning the
synthesis model from a set of few photographs.

– One-shot. This type of approaches [13,19,28,37,38,41] requires a single pho-
tograph of the target person for modeling.

The latter category is of particular interest since we would focus on a one-shot
setting in our future research.
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All these models can also be divided by another aspect - the architecture of
the generator network:

– Direct synthesis. The application of this approach for the human heads
takes its origin in [29], where the authors were synthesizing lips in the talking
head sequence. Methods [17,31,34,39] that use this approach generate an im-
age using a series of convolutions which alternate with non-linear operations
and normalizations. There are two ways to inject information about a per-
son’s identity into the generator. In the many-shot setting, some approaches
[17,34] can achieve this goal using a long-lasting learning process. Other
[9,31] use conditional adaptive normalizations. Few-shot Talking Heads [39]
uses both techniques by initially using adaptive normalizations and then fine-
tuning the generator network in the few-shot setting. In most situations, the
fine-tuned generator produces a much better fit of the training sequence and
reduce the identity gap.

– Differentiable warping [16] inside the architecture. This method is
another prevalent generator architecture type and is utilized by most face
reenactment SOTA approaches. Based on the learned keypoints, First Order
Motion Model (FOMM) [28] warps generator’s intermediate feature represen-
tation. MarioNETte [12] also applies differentiable warping to the generator’s
intermediate feature representation. X2Face [35] applies warping two times:
from the input to the texture and then to the driver. To achieve temporal
continuity, Few-shot Vid-to-Vid [32] uses intermediate image synthesis and
differential warping of the previous frame. Bi-layer Neural Synthesis [38] also
employs both techniques by warping the pose-independent high-frequency
texture component, whereas a low-frequency pose-dependent component is
synthesized directly by a neural network.

4 Research Objectives

After reviewing and analyzing state-of-the-art approaches considering face reen-
actment and adjacent topics, we were able to identify a research gap and formu-
late the following three goals for the research:

1. To test a novel approach for training face reenactment models with the 3D
face model instead of 2D facial landmarks as input and whether it would
boost the visual quality of the synthesized videos.

2. To check if the concept of putting more weight on the initialization module
and less on the inference module can be further improved in terms of identity
preservation and photorealism of the generated output.

3. Design and implement an approach for face reenactment that would run at
the near real-time inference speed at the SOTA level in the one-shot learning
setting.
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5 Approach

5.1 Problem setting

The formal problem setting is the following:

– Given a source image A and a driver video B synthesize the appearance
of the person A with the facial expressions and head movements of the
person B.

– Along with the source image A and driver video B, there should be an
estimated 3D head model for each corresponding frame, both during training
and inference.

– The model should be robust to occlusions, variations in pose, and lighting
conditions. Also, it should preserve the identity of the target person A as
much as possible.

– The model should run at the near real-time at the inference stage.
– The input resolution for both source A and driver B is 224×224.

5.2 Ideas

As a base model we would improve upon, we have decided to take face reenact-
ment model presented by [38]. These researchers have proposed a novel concept
for training generative networks focused on a production-ready solution. As is
shown in Fig. 4, they split a heavy generator network, which is run for each
frame during test time, into two parts:

1. Heavy texture generator network that runs once for each identity at the
initialization (one-shot learning setting).

2. The second one is the lightweight inference network that is run once per
frame.

Fig. 4. High-level architecture of Fast Bi-layer Neural Synthesis of One-Shot Realistic
Head Avatars model. Source: [38]
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In such a way, they could minimize the inference time, thus making this set-up
possible to use in real-world applications. Still, their method suffers from a lack
of details in the generated output and identity mismatch. In our approach, we
want to use the same concept but to focus on reducing the identity mismatch
gap and improving the photorealism of the synthesized faces. To tackle the first
problem, we can try several things:

– The large structural difference between facial landmarks may lead to massive
degradation of the visual quality of reenactment. One way to overcome this
problem is to introduce landmarks normalization to the face boundary image,
which serves as a guideline for the generator. The successful application of
this technique has been shown in [12]. Using a landmark transformer, they
were able to transfer the driver’s facial expression to an arbitrary target
person.

– Another option is to extend training data with a custom dataset, containing
new identities with the most versatile poses and facial expressions. This step
would help the generator to synthesize challenging poses and expressions of
the unseen targets.

– Add face recognition network aimed at classifying the identity of the gener-
ated face. The loss of this network would force the generator to preserve the
identity of the target person.

– To better handle structural disparities of two identities, we can use target
identity pose normalization, which generates normalized feature maps and a
driver pose adaptation, which aligns these feature maps to the driver’s pose.

As for the problem of photorealism, likewise, there are several ways to resolve
the problem:

– We can leverage the state-of-the-art model from FaceForensics Benchmark
[24], which aims to differentiate between generated and real images. This
model’s loss would stimulate the generator network to produce images with
a high level of photorealism.

– More losses can be applied to increase the level of realism: Adversarial loss,
Pixelwise loss, Perceptual loss.

The most promising idea that could potentially solve both identity mismatch
and increase the level of realism is to replace 2D facial landmarks with the 3D
face model (Fig. 5). In contrast to 2D facial landmarks, 3D face models produced
by state-of-the-art 3D Face Reconstruction methods [27,8,11] incorporate more
precise head pose and shape, detailed facial geometry (including person-specific
details, such as wrinkles), and lightning information. Also, the first two models
[27,8] use shape consistency loss to preserve the same shape among the same
identity, which solves our problem of identity mismatch.

Another problem we aim to solve is the inter-frame face consistency of the
sequence of generated head images. One of the possible solutions is to utilize
temporal loss proposed by [25], which uses optical flow to enforce inter-frame
consistency.



53 Orest Rehusevych, Orest Kupyn

Fig. 5. Example of 3D face models aligned onto the faces. Source: [11]

5.3 Datasets

We have examined and chosen several datasets for both training and testing that
are the most suitable for our problem.

– VoxCeleb2. This dataset [4] is a face dataset containing 150480 videos
of 6112 celebrities, balanced by gender, race, age, nationality, and other
attributes. The dataset was constructed by extracting shots where celebrities
were speaking from videos uploaded to YouTube4. The length of each video
varies from 4 to 20 seconds.

– HQ-VoxCeleb. This synthetic dataset [2] was built on top of the VoxCeleb2
dataset to solve the problem of low data quality. It was generated by filtering,
normalizing, and refining face images of multiple celebrities. As a result, this
enhanced face image dataset contains over 3000 identities with high-quality
frontal face images, which can be used to evaluate models.

– CelebV. The CelebV dataset [36] includes the videos of 5 different celebrities
of widely ranging characteristics, which can be used to evaluate the models’
performance reenacting unseen targets, similar to the “in-the-wild” scenario.

– UvA-NEMO. UvA-NEMO Smile Database [6] is a large-scale smile database
containing 1240 smiles, both spontaneous and posed videos from 400 iden-
tities. The age of each subject varies from 8 to 76 years. Videos are shot in
1920×1080 resolution at 50 FPS under controlled illumination conditions.

4youtube.com

youtube.com
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5.4 Evaluation

While analyzing related works, we have discovered a number of ways to determine
the performance of our approach.

Quantitative evaluation

– SSIM (Structural similarity index) [33] - based on the similarities of lu-
minance, contrast, and structure between local patches extracted from an
original and a corrupted (in our case, generated) image - higher is better.

– PSNR (Peak signal-to-noise ratio) - is the ratio between the maximum
possible power of an image and the power of corrupting noise and is measured
in decibels (dB). According to [7], it can be interpreted as a metric that
quantifies how faithful is the distorted (in our case, synthesized) image to
the clean one - higher is better.

– M-SSIM (masked-SSIM) and M-PSNR (masked-PSNR) - same plain SSIM
and PSNR, but the measurements are restricted to the facial part of the im-
age - higher is better.

– LPIPS (Learned perceptual image patch similarity) [40] - measures overall
predicted image similarity to the ground truth - lower is better.

– CSIM cosine similarity between the embedding vectors of a state-of-the-art
face recognition network CSIM [5], calculated using the synthesized and the
target images. This metric evaluates the identity mismatch and is the most
important in assessing identity preservation level - higher is better.

– NME (Normalized mean error) - Normalized mean error of the head pose
in the synthesized image - lower is better.

– PRMSE - the root mean square error of the head pose angles. It is used
to evaluate the model’s ability to reenact head pose and facial expression
properly - lower is better.

– MACs (Multiply-accumulate operations) - Measure the complexity of each
method, specifically the inference stage - lower is better.

Qualitative evaluation The most common qualitative evaluation approach is
to gather a group of human evaluators that would select the generated images
with the highest quality. This survey can be expanded into multiple categories,
such as: how well pose and expression are reenacted, how much identity is pre-
served, and the level of photorealism. The reported scores can reflect how good
each model is performing from the human perspective.
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6 Research Plan

Fig. 6 shows the potential research timeline with the time dedicated to each of
5 main stages of our research. The most critical part of this work is to prepare
training and testing pipelines as soon as possible. During the time of the publi-
cation, we are working exactly on this part. By completing it, we would be able
to start a series of extensive experiments, which contribute most to our research.

Fig. 6. The estimated plan of the research completion.

7 Conclusions

In this paper, we made an overview of the existing state-of-the-art approaches for
face reenactment and adjacent problems. As a result of our gap analysis, we have
also defined the most crucial problems that we aim to solve: identity preservation
and photorealism. To tackle both of these problems, we have proposed a novel
idea - replacing 2D facial landmarks with the 3D face model as an input. We also
proposed a few more potential solutions to each of the stated problems, including
new losses, landmarks normalization, and dataset augmentation. We believe that
the abovementioned intricacies can be solved in the one-shot learning setting
while maintaining the inference of the generator at the near real-time speed.
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