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Abstract. Today, 3D human head models are used for various applica-
tions in fields such as computer vision, virtual reality, biometric systems
and healthcare. Since obtaining a high-quality head scan is an expensive
and time-consuming process, machine learning algorithms are commonly
used to estimate the shape and texture of a 3D model from a single ”in-
the-wild” 2D image - often a picture taken at extreme angles or with
non-uniform illumination. However, modern research in the field often
focuses on modeling the facial region rather than recreating a full hu-
man head model. In this work, we will review and analyze a selection of
research papers concerning 3D face or head model reconstruction from
uncalibrated images, propose a possible solution to the head modeling
research gap, and outline the plan of a Master’s thesis project aiming to
address this gap.
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1 Introduction

In recent years, 3D head modeling has become ubiquitous in various applications
related to image processing and human biometrics. For such applications, a single
2D image is not always sufficient to capture the full range of information about
a head. A picture does not contain information about a single dimension of the
original 3D object, which needs to be computationally inferred. It is also heavily
affected by variance in pose, expression, or illumination. A 3D model of a human
head can represent it in a form that is invariant to these factors, and can be
projected on to different angles, re-textured, or even fully animated. However,
capturing a high-quality 3D scan requires both expensive scanning equipment
and heavily calibrated working conditions.

Head reconstruction algorithms combine the simplicity of capturing an im-
perfect, ”in-the-wild” picture with the robustness of a 3D model by recreating
a three-dimensional object from one or several images. Some algorithms output
a traditional 3D model: a polygon mesh alongside a set of textures. However,
a more typical representation of a human head used in this fitting process is a
statistical model known as a 3D Morphable Model. A 3DMM is generally con-
structed from a large dataset of head models, which are reduced to a smaller
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set of parameters via dimensionality reduction. During training, some head re-
construction algorithms use a set of ground truth 3D scans alongside input 2D
projections, while others opt for an unsupervised or semi-supervised approach
due to the aforementioned difficulty of obtaining such scans.

A significant unsolved problem in this field is that most machine learning
pipelines specifically focus on reconstructing a tightly cropped region around
the face instead of estimating a full 3D head model. While sufficient for some
applications, such limited models cannot animate a 3D avatar or reconstruct a re-
alistic representation of a person’s anatomy. A head reconstruction pipeline that
builds on an existing face reconstruction model and enhances it to encompass a
full human head would help narrow this gap and represent a novel contribution
to the field.

In this paper, we review and analyze a selection of research papers con-
cerning face or head reconstruction from uncalibrated images, as well as several
”baseline” papers defining fundamental concepts in the field (in particular, those
concerning statistical representations of faces or heads). We then identify a re-
search gap concerning head reconstruction pipelines and present a vision of a
Master’s Thesis project which will aim to address this gap.

2 Related Work

2.1 3D Morphable Models

In a modern 3D reconstruction pipeline, a machine learning model is trained to
learn a mapping between an input 3D image and output 3D model by minimiz-
ing the difference between its reconstructed output and given ground truth. The
models produced through this fitting process are often statistical entities known
as 3D Morphable Models (3DMM). A 3DMM parameterizes a face or head into
several shape, texture and, optionally, illumination or expression models, using
dimensionality reduction to optimize the number of parameters needed to accu-
rately represent an object. There are several advantages to this reduced space:
a model’s output is, in the worst-case scenario, still constrained to a realistic
human face; a custom loss function more robust than Euclidean distance be-
tween 3D landmarks may be used for training, and realistic synthetic faces can
be generated to aid in model fitting.

3DMMs can be broadly separated into two subsets: models that use a single
linear space to model three-dimensional shapes and alternative, non-linear mod-
els. The Surrey Face Model [8] is one example of a classic linear 3DMM. This
model defines two linear spaces - one to represent a face’s shape, and another
for the color and texture. Both sub-models are built by running PCA on a set of
169 high-resolution face scans, which outputs three components: a mean of the
recorded facial scans, a set of principal components, and standard deviations
for each component. An individual face is represented by a linear product of
relative coordinates and principal components, both in the shape and texture
spaces. The Large Scale Facial Model (LSFM) [1] uses a similar approach on a
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Fig. 1. Principal component visualizations for the FLAME 3DMM [16].

far larger scale. This model is created from 9663 facial identities of various eth-
nicities and genders; alongside a global PCA space, this quantity of data allows
it to be split into sub-models tailored to different ages, genders, and ethnicities.

Although morphable models based on a single linear space are still used in
state-of-the-art face reconstruction pipelines such as [11], alternatives have been
designed to address deficiencies in this approach. For instance, the Gaussian
Mixture Model (GM-3DMM) [10] uses a combination of Gaussian distributions
with different means, rather than a single distribution. While otherwise people of
different etnhicities would be merged into a single mean face, with this approach
they can be more accurately represented.

The FLAME model chosen as a baseline for this proposal enhances a linear
shape space with additional spaces and parameters. These include an articulated
jaw, neck and eyeballs, and a global ”expression” space that enables the model
to reconstruct a set of standardized facial expressions. Formally, it is described
by the function
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which maps shape
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ψ vectors into N three-

dimensional vertices. The template function T adds shape, pose and expression
offsets to a template mesh T , which is learned from a set of three-dimensional
scans when training the model - shapes are then defined as displacements from
this mean. The skinning function W rotates the vertices of this template around
joints J and smooths them by the blendweights ω [16].

While much research has been focused on facial models, comparatively fewer
existing models have been designed to encompass full head anatomy. One notable
example of such a model is the Liverpool-York cranial model [4], designed to
be used as a reference tool by craniofacial surgeons to determine whether a
reconstructed head shape is considered ’normal’. Some recent work in the field
has been based on extending this baseline model with additional shape spaces,
such as an ear space [3] or face and eye space [14]. However, most existing
techniques are still limited to the reconstruction of the facial region.



39 Rostyslav Zatserkovnyi and Orest Kupyn

2.2 Morphable model fitting methods

A 3D reconstruction pipeline trains a model to discover a linear combination
of 3D morphable model parameters that best fits a given input image. This
process involves defining a loss function that determines the difference between
two parameterized morphable models - either a general-purpose metric such as
Euclidean distance and cross-entropy loss or a more domain-specific function.
A simple regressor or a deep neural network is then used to optimize this 3D
model’s parameters. Depending on the pipeline’s target domain, some pipelines
may disregard the 3D model itself and instead, compare a 2D projection obtained
from this model to the original input image.

Fig. 2. Fitting results of [18] on real-world data. This model accurately derives a facial
angle from an image, but does not yet represent finer details or expressions.

Before the advent of deep learning in computer vision, classic regression al-
gorithms were a commonly used approach for training 3DMM reconstruction
models. As an example, Huber et al. [7] propose a cascaded regression method
based on a series of manually selected local features, which finds the most likely
vector of PCA shape space coefficients. The landmark points used by this algo-
rithm correlate with distinct facial characteristics, like eyes or mouth corners,
although they can be equidistantly spaced on a 3D mesh or selected using other
sampling methods. Xiangyu Zhu et al. [18] use a similar set of fixed landmark
features but project both the ground truth and model-synthesized images into
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a new, transformed space to smoothen the loss function and prevent it from
converging on a suboptimal local minimum.

A loss function based on reconstructed 3D models requires a set of ground
truth scans, but such scans cannot be obtained for ”in-the-wild” input images
- this may lead to suboptimal real-world performance. As an alternative, some
algorithms use a loss function based on a projected 2D image synthesized from
the regressed 3DMM, rather than the model itself. Piotraschke et al. [13] use a
distance metric based on the reconstructed image alongside an automatic land-
mark detector; an improvement over previous models, where landmarks were
based on fixed facial features. A unique aspect of their approach is the ability to
enhance a single-image reconstruction with multiple images of the same person,
which are merged into a single weighted model.

2.3 Deep learning reconstruction methods

Fig. 3. An example of the pipeline defined in [13], which combines multiple facial
reconstructions based on their accuracy while rejecting poor-quality samples.

In the last few years, approaches based on deep neural networks have steadily
gained popularity in computer vision, and the facial reconstruction problem is
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no exception. Classical regressors require some prior statistical knowledge of a
3d morphable model, such as mean images and standard deviation. If their input
datasets are not sufficiently robust, this may lead to subpar performance when
working with underrepresented ethnicities or groups. DNNs, however, have no
such constraints. Methods such as [9] avoid using a 3DMM entirely, directly re-
gressing the 3D facial geometry from a single image with the use of a generalized
cross-entropy loss function. This allows DNNs to capture fine details that would
otherwise be lost due to a 3DMM’s reliance on dimensionality reduction.

The networks and architectures used in 3D reconstruction are often quite
similar to computer vision’s state-of-the-art. Savov et al. [17] use an AlexNet-
based CNN model to fit an image into a low-dimensional shape space. Unlike
traditional 3DMMs, their representation includes separate feature vectors for
face shape, expression, skin reflection and illumination. Aside from face recon-
struction, the model is trained to predict age from the input image; the network
used for this auxiliary task shares the weights of the main CNN. The generative
nature of facial reconstruction models also makes them a good fit for GAN-based
models. GANFIT [5] is an example of a generative adversarial network fitted for
facial reconstruction, using several variations of content loss between the input
image and a projected rendered image as cost functions to regress a 3D face
model. One of the most recent models in the field, AvatarMe [12], builds upon
GANFIT to reconstruct initial shape texture models, then extends its output
texture with a super-resolution network and de-lights the texture to mitigate
the effects of uneven illumination.

3 Thesis statement

A particularly notable research gap in the 3D reconstruction field is a focus
on modeling a narrow region around the face rather than reconstructing full
head models. In face reconstruction pipelines, human ears, necks and hair are
represented by a generic placeholder or, in some cases, omitted entirely. So far,
relevant research such as [3] [14] is primarily focused on defining a comprehensive
3D morphable model for the human head rather than developing a pipeline for
the reconstruction of this model from an ”in-the-wild” image.

A pipeline designed explicitly to produce complete 3D head reconstructions
would help narrow this gap and represent a novel contribution to the field.

4 Envisioned Approach

4.1 Dataset collection

The first step of our work was to review existing 2D face image datasets as
well as 3D face reconstruction datasets and select several most suitable for our
task. Although face reconstruction datasets are bundled with corresponding 3D
scans based on different 3DMMs, a loss function that compares our reconstruc-
tion pipeline’s output with the original input image allows us to use datasets
containing 2D images alone, leading to a more robust evaluation process.
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VGGFace2 [2]: a large-scale dataset of 3.31 million 2D face images obtained
from Google Images, with significant variations in pose and illumination as well
as subject diversity. In addition to this demographic information, which can be
used to separate the datasets into subsets based on age, ethnicity and other
factors, the dataset includes estimated facial landmarks as well as posture and
age. While the dataset contains no corresponding 3D scan, it can be used as an
exceptionally diverse basis for self-supervised training.

FaceScape [19]: a recent 3D face dataset containing 18,760 textured 3D
faces taken from 938 subjects performing 20 different expressions. This dataset
is coupled with a set of over 400,000 2D images at different poses and angles -
however, the images cannot be considered ”in-the-wild”, being taken in labora-
tory conditions.

NoW (”Not quite in-the-Wild”) [15]: a dataset used as a benchmark
for the RingNet face reconstruction pipeline, containing high-resolution 3D face
scans of 100 different subjects which are coupled with 2D natural-quality pho-
tographs. This presents an appealing advantage to other datasets where both
the 2D images and 3D models are of a similar, highly calibrated quality.

4.2 3D reconstruction pipeline

Since existing facial reconstruction pipelines can reconstruct a sufficiently high-
quality 3D face mesh, our envisioned pipeline focuses on extending a state-of-the-
art reconstructed face to encompass a full head model. Our preliminary choice
for a baseline pipeline is the RingNet [15] trainable network, which regresses face
shape and expression into FLAME [16] 3D morphable models. This pipeline’s
most notable advantage is its lack of reliance on 3D supervision, which opening
up many different possibilities for evaluation datasets and metrics.

Fig. 4. Baseline FLAME 3DMMs reconstructed via RingNet.
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From a 3DMM regressed by RingNet, we can retrieve a 3D head model with
a high-quality yet incomplete UV texture - only the facial region on the mesh
will be fully covered. In order to model the remaining head details, we intend to
train an additional network to fill in the regions of the UV texture that are not
sufficiently represented by the baseline net. Due to this task’s generative nature,
a GAN-based architecture would be an appropriate choice of network: here, a
generator network would output a reconstructed UV texture, given an incom-
plete input, while its discriminator counterpart would be trained to evaluate the
generator’s accuracy and encourage more photorealistic synthetic outputs. Op-
tionally, the model may be enhanced through additional steps in the pipeline,
such as reconstructing a hair mesh based on a database of hairstyle meshes [6].

4.3 Experiments and evaluation

As our approach focuses on UV texture completion, an appropriate evaluation
metric would compare the network’s synthesized output, based on an incom-
plete ”in-the-wild” image, with a ground truth UV map - these can be obtained
from a dataset with 3D ground truth scans, such as [15]. Possible metrics that
may be used for image similarity include simple mean squared error as well as
peak signal-to-noise ratio (PSNR) and the perception-based structural similar-
ity method (SSIM). These metrics may be used to compare the output of our
pipeline with state-of-the-art solutions for head reconstruction.

5 Research Timeline

A schedule for organizing further work on the project is presented below.

Table 1. A tentative plan for the Master’s Thesis project.

Date Milestone

December 2020 Review of related work and domain state-of-the-art
December 2020 Master’s Thesis project proposal
January 2021 Reproducing existing research, experimenting with datasets
February 2021 Continued experiments with existing research
February 2021 Presentation of early results
February 2021 Initial improvements to existing pipelines
March 2021 Continued improvements to existing pipelines
April 2021 Evaluation of results, model finetuning
May 2021 Pipeline finalization and thesis writing
June 2021 Final thesis defense

6 Conclusions

In this work, we have analyzed the current state-of-the-art in the field of 3D
face and head reconstruction, a computer vision problem encountered in many
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different domains and industries. To this end, we have explored the concept of
3D morphable models, 3DMM fitting methods based on classic machine learn-
ing algorithms, and more recent deep learning approaches. As a result of our
analysis, we have discovered a crucial research gap concerning comprehensive
head reconstruction and defined a thesis project proposal aiming to design and
develop a solution to this problem. We believe that our proposed solution can
produce 3D head models superior to other solutions in the field and represent a
notable contribution in this research area.
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