Accuracy Is Not Enough: A Framework for Bias Detection in
Al-Driven Investment Workflows

Fabrizio Dimino Abhinav Arun Mahesh Kumar
Domyn Domyn Domyn
New York, USA New York, USA Gurgaon, India
fabrizio.dimino@domyn.com abhinav.arun@domyn.com mahesh . kumar@domyn.com
Bhaskarjit Sarmah Stefano Pasquali
Domyn Domyn

Gurgaon, India
bhaskarjit.sarmah@domyn.com

Abstract

LLM-based detectors are increasingly proposed as guardrails for
investment workflows, yet evaluations emphasize point-estimate
accuracy and rarely test controlled rewordings of the same intent.
We make four contributions: (i) a 25-bias, 4-family investment
taxonomy, with a 5,012-input benchmark combining deployed-
workflow messages and templated authoring, independently labeled
by subject-matter experts; (ii) Sentinel, a forced-execution archi-
tecture in which every selected bias produces a trace entry, with
family-grouped LLM calls dispatched in parallel and an append-only
audit log; (iii) a 5-axis sensitivity protocol that measures detector
invariance via per-seed agreement and per-axis flip rate; and (iv) an
evaluation of seven detectors showing that similar benchmark F,
can conceal different perturbation failures and policy-threshold be-
havior. Accuracy is therefore necessary but insufficient for selecting
a detector for a specific deployment policy.
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1 Introduction

Investment workflows increasingly route through large language
models (LLMs): equity research notes, earnings summaries, scenario
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analyses, and client-facing memos are now first-drafted, scored, or
rewritten by an LLM [18, 31]. The risk these systems carry is not
primarily factual error: it is the systematic propagation of biases.
A growing literature proposes LLM-based detectors of such biases
[14, 21] and reports point-estimate accuracy on independent inputs
as the headline number. We argue that this number is insufficient.

The consequences are not hypothetical. Empirical work docu-
ments that LLM-driven advisors reinforce existing investor biases
and measurably increase the portfolio risk of retail users [30], and
regulatory regimes such as the U.S. Federal Reserve’s model-risk-
management guidance [2, 3] and the Financial Stability Board’s
framework for Al in finance [11] require any model in production
to produce a per-decision audit trail, a requirement increasingly
formalized for generative Al in financial institutions [1].

Existing evaluations of bias detectors fall short on three axes.
They are largely domain-agnostic, drawing biases from general-
purpose taxonomies that miss investment-specific failure modes;
they treat detection as accuracy on independent inputs, so a model
can score well on the held-out set while flipping its verdict under
trivial rewordings of the same intent; and they leave the detector
as an optional skill that the LLM may or may not invoke, which is
incompatible with the governance contract demanded by regulated
buyers, where a selected metric must produce a trace on every turn.
None of these failures is fatal in isolation. Together, they make
headline detector rankings unreliable as a basis for procurement.

We address all three shortfalls in a single framework, which we
instantiate as Sentinel and evaluate across seven detectors, and we
make four contributions. First, we build an investment-domain bias
benchmark grounded in a 25-bias, 4-family taxonomy, with inputs
mirroring the two canonical agentic-system interaction patterns
(human-to-agent and agent-to-agent) observed in deployed invest-
ment workflows and every input independently relabeled by three
subject-matter experts. Second, we introduce the Sentinel detection
framework, a forced-execution architecture in which every selected
bias produces a trace entry, family-grouped LLM calls run in paral-
lel, policy routing is deterministic, and the audit log is append-only.
Third, we define a sensitivity protocol, a 5-axis perturbation suite
that quantifies detector invariance across paraphrastic rewordings
of the same intent, reporting per-seed agreement and per-axis flip
rate as its two metrics. Fourth, we show that accuracy is necessary
but not sufficient: across the seven detectors, benchmark F; does
not determine deployment behavior on the two axes we measure,


https://orcid.org/0009-0006-6723-1999
https://orcid.org/0009-0004-1188-1090
https://orcid.org/0009-0000-7993-5535
https://orcid.org/0009-0004-3076-9539
https://orcid.org/0009-0007-8005-3207
https://doi.org/10.1145/3858063.3858816
https://creativecommons.org/licenses/by-nc-nd/4.0
https://creativecommons.org/licenses/by-nc-nd/4.0
https://creativecommons.org/licenses/by-nc-nd/4.0
https://doi.org/10.1145/3858063.3858816

ICAIF °26, November 14-17, 2026, Milan, AA, Italy

sensitivity to rewording and calibration under a confidence-gated
policy. Together these characterize not only whether a detector
identifies a bias, but whether its identification is stable under the
kinds of rewording that any real investment workflow will produce.

2 Related Work

Financial-NLP bias detection. Conceptual scaffolding for bias in
machine learning and language models is provided by foundational
frameworks on harm sources across the ML lifecycle [28], social-
bias taxonomies for LLMs [12], and lifecycle frameworks for tracing
sources of LLM bias, developed for the education domain [17]; these
are either domain-neutral by design or tuned to other domains, and
do not engage with the temporal, regime-dependent, and market-
feedback dynamics specific to financial AL

Within finance, work on bias in financial language models has fo-
cused mainly on sentiment analysis and multi-task financial bench-
marks [32], with a recent thread evaluating cognitive biases in LLM
decision-making, both in general and under finance-specific fram-
ings [14, 21]. These efforts report classification accuracy or bias
incidence on a held-out test set, and do not test whether verdicts
survive rewording of the same intent. Empirical studies document
that LLM-based investment systems exhibit measurable intrinsic
biases at the decision level: under balanced-evidence scenarios,
models systematically prefer certain sectors, market-cap buckets,
and momentum profiles [16]; LLM-driven advisors reinforce ex-
isting investor biases and measurably increase the portfolio risk
of retail users [30]; foreign-equity preference and social-attribute
distortion in financial decisions are also documented [4].

Specific bias mechanisms have been located inside open-source
models through mechanistic analysis [7]. A systematic-review-
based framework view argues that LLM evaluation in finance re-
quires explicit bias consideration and proposes a Structural Validity
checklist anchored to five recurring biases [15], while the broader
landscape of LLM deployment in finance is surveyed in [9, 23].

LLM-as-judge robustness. The use of LLMs as evaluators of other
LLMs has expanded rapidly [29], with documented sensitivity to
position bias, verbosity, and stylistic features of the candidate out-
put. Recent work builds graded scoring frameworks for automated
judges of safety-critical outputs [5, 10, 27], including multi-axis
frameworks that separate agreement from reliability and bias [24],
but treats the input itself as fixed. Dedicated robustness suites have
since emerged that stress-test judges under adversarial prompts
and template perturbations [19] and along a bias taxonomy with
explicit debiasing optimization [33]; both perturb the candidate
output or the judging prompt while holding the evaluated input
fixed. A parallel line of work proposes methods to align well-known
evaluator biases such as position dependence [20, 25], but these
methods audit the judge’s output for a fixed input rather than the
judge’s stability under input rewording. Our sensitivity protocol
applies the same notion of judge stability to the input side rather
than the output side: we hold the intent fixed and perturb its surface
form, asking whether the detector’s verdict moves.

Perturbation-based sensitivity. Checklist-style behavioral test-
ing [26] and contrast-set evaluation [13] have established that
paraphrastic robustness is a separate evaluation axis from raw
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accuracy. In the LLM era, this work has been extended to prompt-
stability studies [34] that show large variance across cosmetic
prompt rewrites. We adopt the same methodology but instrument
it for bias detection in investment text: our five axes (paraphrase,
entity swap, polarity swap, hedge/tense, debias) are chosen so that
four preserve and one inverts the underlying bias, yielding a per-
axis flip rate that is interpretable as a specific failure mode rather
than as undifferentiated noise.

Agent governance and forced execution. Recent agent-governance
toolkits expose hooks for policy enforcement, audit logging, and
runtime denial of unsafe actions [22], but invoke their detectors
through the agent’s own discretionary tool-call interface: a detec-
tor fires only if the model decides to call it. This is incompatible
with regulated-buyer contracts that require a selected metric to
produce a trace on every turn, contracts that supervisory regimes
such as the U.S. Federal Reserve’s model-risk-management guid-
ance [2] and the Financial Stability Board’s framework for Al in
finance [11] demand of any model in production, and that recent
model-risk-management adaptations for generative Al in financial
institutions reinforce [1]. Our Sentinel framework adapts the gover-
nance pattern (policy engine, audit log, runtime denial) but replaces
discretionary invocation with forced execution: the operator, not
the LLM, decides which detectors run, and every selected detector
emits a trace entry regardless of whether it fires.

3 Methodology

3.1 Bias Taxonomy

We adapt the bias inventory from the existing literature [4, 6-8, 15,
16, 30], keeping only the biases that admit a concrete failure mode
in investment workflows. We retain 25 biases, denoted B in the rest
of the paper, and partition them into four families chosen to reflect
distinct error mechanisms rather than purely thematic groupings:

e Behavioral biases distort how a single piece of information
is weighted relative to context: conservatism, representa-
tiveness, confirmation, anchoring, framing, risk preference,
sycophancy, refusal, overconfidence.

e Temporal biases corrupt how information available at deci-
sion time is reconstructed: look ahead, staleness, knowledge
cutoff, survivorship.

¢ Evaluation biases skew how a strategy or asset is judged
against an explicit or implicit reference: benchmark con-
tamination, position, self preference, prompt sensitivity, ver-
bosity, backtest overfitting, cost omission, liquidity neglect,
regime transfer.

e Coverage biases narrow which assets or scenarios enter the
analysis at all: selection, salience, proxy label.

3.2 Benchmark Construction

Interaction channels. Benchmark inputs reflect the messages that
appear in deployed agentic investment workflows, where biases
enter through one of two channels. The first is human-to-agent, in
which a human analyst issues a research, screening, or decision-
support request to an LLM assistant; the user supplies the framing
and the agent is asked to respond inside it. The second is agent-to-
agent, in which a coordinating agent decomposes a higher-level



Accuracy Is Not Enough: A Framework for Bias Detection in Al-Driven Investment Workflows

task and delegates a subtask to a specialized worker; here the bias
is injected by the orchestrator rather than by the end user. Both
channels are common in practice and they fail in different ways, so
we sample inputs from both rather than from either alone.

Provenance. The benchmark draws from two complementary
sources covering both channels. The first source is a corpus of
message logs harvested from a deployed multi-agent investment
workflow, whose underlying agents are powered by DeepSeek-V3.2.
Human-to-agent requests and agent-to-agent task-delegation mes-
sages were captured under normal operation; biases in these logs
are observed rather than commissioned, and the source distribu-
tion reflects the prior over inputs the workflow actually produces.
The second source is templated LLM generation: for each bias
b € B we author a structured specification (one to three para-
graphs describing the bias, two illustrative positive examples per
interaction channel, and an explicit list of confounders to avoid)
and use DeepSeek-V3.2 to populate the template, emitting posi-
tive and negative candidates per bias across both channels. The
two-source design hedges a coverage gap inherent in either alone:
harvested logs reflect realistic distributions but under-represent bi-
ases that simply do not arise during the observation window, while
templated candidates guarantee coverage of every bias in B at the
cost of distributional realism. In total the benchmark comprises
5,012 inputs spanning the 25 biases of the taxonomy across both
interaction channels. Table 1 reports its composition along four
dimensions.

Validation. Every candidate, regardless of source, is indepen-
dently reviewed by three subject-matter experts with financial-
domain experience, who relabel the input and flag confounders.
Only inputs on which the three experts agree with the intended
label enter the benchmark; disagreements are either repaired or
discarded. Separating the author of the candidate from the judges
of its label removes the trivial confound in which the same model
both writes and validates the input.

3.3 Sentinel Detection Framework

Discretionary tool-call detectors are incompatible with regulated-
buyer contracts that require a selected metric to produce a trace on
every turn. We therefore design Sentinel around forced execution:
the operator decides which biases to score on each turn, and every
selected bias emits a trace entry regardless of whether it fires.

Let 8B denote the full taxonomy and S C B the user-selected
subset for a given turn. Sentinel groups S by family, 7 (S) = {f :
3b € S, family(b) = f}, and dispatches one LLM call per family in
F(S), so the wall-clock cost is the slowest family rather than the
sum across selected biases. Each per-family call receives a prompt
pruned to the user-selected biases in that family, a prompt-pruning
step we validate empirically against the unpruned variant, which
lists every bias of the family regardless of selection. Each entry in
the returned trace records a detected flag, a confidence in [0, 1]
that the detector reports about its own verdict rather than a cal-
ibrated posterior probability, a severity of high, medium, or low.
The aggregated trace is passed to a deterministic policy engine that
selects a routing action and writes both decision and trace to an
append-only audit log. The policy file is central governance: it is
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loaded server-side and is not editable by end users, who interact
only with the bias-selection interface. Figure 1 shows the per-turn
dispatch end-to-end.

Decoding. All detector calls are issued with temperature=0 and
a fixed response_format = json_object. Determinism in the de-
tector is methodologically required: the sensitivity protocol of §3.4
attributes verdict flips to surface-form perturbation, an attribution
that would be confounded by sampling noise at temperature>0.
However, the generator model that authors benchmark inputs and
sensitivity variants is run at the endpoint’s default temperature so
that paraphrastic diversity across variants is intrinsic to the data
rather than an artifact of post-hoc rewriting.

3.4 Sensitivity Protocol

Accuracy leaves the question of stability under rewording unan-
swered. We therefore introduce a second dataset whose construc-
tion is orthogonal to the benchmark: instead of sampling indepen-
dent inputs, we hold the intent fixed and perturb its surface form
along controlled axes.

Seeds. We select ten seed inputs that span the four families and
that an investment workflow would plausibly produce. Each seed
is a single sentence carrying exactly one target bias (e.g., “Why
will NVDA go up?”, a confirmation seed). Seeds are hand-authored
rather than sampled from the benchmark so that the perturbation
axes are well-defined and not contaminated by latent secondary
biases.

Axes. For each seed we generate 12 variants along five axes, all
produced by the same generation model used for the benchmark,
with axis-specific instructions:

e paraphrase (X3): same intent, different surface form.

o entity swap (X2): same intent applied to a different ticker /
instrument / sector.

e polarity swap (X2): direction of the leading question is
flipped (e.g. “go up” — “go down”) while the bias is pre-
served.

e hedge/tense (X1): epistemic hedge or tense change (“why
will” — “why might” / “why would”).

o debias (x4): the leading framing is removed, yielding a neu-
tral request that should not trigger the detector.

The first four axes preserve the bias; the fifth inverts it. The seed-
axis-variant design yields 10 X 12 = 120 inputs per run.

Metrics. For each detector model m, seed input s, and perturba-
tion variant v, we compare the detector’s dispatch verdict with the
expected verdict. We report two complementary metrics:

e Agreement.
1
Vsl

Z I [verdict,, (v) = expected(v)],

veVy

agr(m,s) =

where V; denotes the full set of perturbation variants gener-
ated from seed s. Higher agreement indicates greater robust-
ness to the perturbations.

e Per-axis flip rate.

1
flip,(m,s) = m Z I [verdicty, (v) # expected(v)],
s.a 0€Vsq
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Table 1: Benchmark composition by bias family: number of biases, total inputs, and the split by provenance (harvested from
deployed logs vs. templated), interaction channel (human-to-agent H2A vs. agent-to-agent A2A), and label (carries a target bias

vs. clean control).

Provenance Channel Label
Family Biases Inputs Harvested Templated H2A  A2A Biased Clean
Behavioral 9 1,653 1,025 628 1,206 447 1,223 430
Temporal 4 854 587 267 468 386 446 408
Evaluation 9 1,752 1,175 577 1,348 404 1,243 509
Coverage 3 753 378 375 585 168 407 346
Total 25 5,012 3,165 1,847 3,607 1,405 3,319 1,693

Operator selects Group by family
Sc 8 F(S)

pass

auto_apply

Trace H Policy engine

A4

Audit log

detect_only

surface_to_user

Figure 1: Sentinel runtime per-turn dispatch. The operator-selected bias subset S is grouped by family and dispatched in parallel
to per-family LLM calls. Per-bias entries are aggregated into a trace, the deterministic policy engine maps the trace to one of
four routing actions, and the full record is appended to the audit log.

where V; , C V; contains the variants associated with pertur-
bation axis a. A higher flip rate indicates greater sensitivity
to that class of perturbations.

We average agr(m, s) across seeds to obtain a model-level robust-
ness score. We similarly average flip,,(m, s) across seeds to identify
the perturbation axes that contribute most strongly to detector
failures, enabling us to characterize not only how often a detector
fails, but also which types of perturbations cause those failures.

3.5 Evaluation Protocol

Models. We evaluate seven detectors served through a single
OpenAl-compatible gateway, with identical generation settings
across runs: gpt-oss-120b, NVIDIA-Nemotron-3-Super-120B, Qwen3-
32B, Qwen3.5-27B, Qwen3.6-27B, Qwen3.5-397B-A17B, Domyn-Large-
260B. The set is chosen deliberately to span both distinct archi-
tectures (the gpt-oss, Nemotron, Qwen, and Domyn families) and
a broad range of parameter scales, from 27B dense models to a
397B mixture-of-experts, so the dissociations we report between
accuracy and deployment behavior are not an artifact of any single
architecture or weight class. Tables abbreviate NVIDIA-Nemotron-
3-Super-120B as Nemotron-3-S-120B.

Units of analysis. Two units appear in the results. Accuracy is
scored per reference bias: each input carries one reference bias and
a label stating whether it is present, and the entry for that bias is the
prediction scored, so Tables 2 and 6 and Figure 2 count one decision

per input. Routing is scored per input: the policy engine consumes
the whole aggregated trace, so an input leaves pass whenever any
entry fires, including one for a non-reference bias. Routing rates
are therefore bounded below by the rates implied by Table 2 and
should not be read against them.

Policy ablations. Because the engine is deterministic and ev-
ery trace is logged, alternative policies are evaluated by replay-
ing stored traces without re-issuing detector calls. Three hand-
authored policies span the operator-mediation spectrum. Lenient
routes detected high-severity entries with confidence above 0.7 to
surface_to_user and every other detection to detect_only, so no
rewrite is applied silently. Default routes detected high to sur-
face_to_user, medium to auto_apply, low to detect_only. Strict
routes detected high or medium to auto_apply, low to detect_only.
A single-knob policy instead sweeps a confidence threshold, routing
a detected entry to surface_to_user when its confidence is at least
7; we score it by the intercept rate, the fraction of positive inputs
routed to surface_to_user or auto_apply, and the false-surface
rate, the same fraction on clean controls.

Statistical inference. Per-detector F; (Table 2) carries a 95% boot-
strap confidence interval over B = 1,000 resamples stratified by
bias; precision and recall are point estimates. The prompt-pruning
ablation is paired, one prediction per prompt for each (detector,
input) pair, and is tested with McNemar’s test on the discordant
correctness outcomes. The F;-agreement association (Figure 3) is
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Table 2: Per-detector performance on the benchmark, ag-
gregated across all biases. Best value per column in bold.
Confidence intervals are stratified bootstrap (B = 1,000 resam-
ples per bias).

Detector Precision  Recall F; F; 95% CI

gpt-oss-120b 0.951 0.906  0.928 [0.917, 0.938]
Nemotron-3-S-120B 0.964 0.898  0.930 [0.922, 0.943]
Qwen3-32B 0.954 0.907  0.930  [0.920, 0.941]
Qwen3.5-27B 0.955 0.891 0.922  [0.911, 0.934]
Qwen3.6-27B 0.957 0.894 0.924 [0.918, 0.936]
Qwen3.5-397B-A17B 0.987 0.916  0.950  [0.940, 0.964]
Domyn-Large-260B 0.971 0.963 0.967 [0.958, 0.975]

reported as Spearman p and Pearson r with 95% bootstrap Cls
over B = 10,000 paired resamples of detectors and exact label-
permutation p-values over all 7! assignments. Agreement and flip
rates cover the complete 10 X 12 variant grid, and the policy abla-
tions replay fixed traces deterministically, so neither is resampled
and both are reported without intervals. All seeds are fixed.

4 Results
4.1 Performance by Detector

Table 2 reports precision, recall, and F; per detector, aggregated
across bias categories. All seven land in a narrow band, F; from
0.922 to 0.967, but the aggregate hides a precision-recall trade-off.
Qwen3.5-397B-A17B has the highest precision (0.987), so its positive
detections are rarely wrong, at the cost of the lower recall (0.916)
that a conservative detector implies. Domyn-Large-260B instead
attains the highest recall (0.963) while holding precision at 0.971,
giving the best F;.

Scale alone does not explain the ordering: Qwen3.5-397B-A17B is
the largest model evaluated and does not achieve the best balanced
performance.

4.2 Where Aggregate F1 Hides Dispersion

The aggregate F; band of §4.1 hides the per-bias structure of the
trade-off. Figure 2 resolves F; along the (bias, detector) axis.

Two patterns emerge. First, the aggregate ordering does not
carry down to individual biases. Domyn-Large-260B has the highest
aggregate F; and is strong in every category, but on many individual
biases other detectors match it, so a detector’s aggregate rank does
not predict its rank on any given bias.

Second, a small set of biases accounts for most of the remain-
ing separation between detectors. Knowledge cutoff, position bias,
refusal, and verbosity exhibit the largest performance spreads,
whereas biases such as anchoring, overconfidence, selection, and
survivorship are detected reliably by nearly all models. For example,
on knowledge cutoff the gap between the strongest and weakest
detector remains close to 0.2 F; points, despite aggregate scores
differing by less than 0.05 across most models. As a result, detec-
tors that appear similar when evaluated through a single aggregate
metric can behave meaningfully differently on the bias categories
that are hardest to detect.
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anchoring
backtest-overfitting
benchmark-contamination
confirmation
conservatism
cost-omission

10
framing
knowledge-cutoff
liquidity-neglect
look-ahead
overconfidence
position-bias
prompt-sensitivity
proxy-label

refusal X X X . 07
regime-transfer
representativeness
fisk-preference
salience

selection
self-preference
staleness
survivorship
sycophancy

verbosity

Mean F; 0.928 0.931 0.930 0.923 0.926 0.952 0.967

Figure 2: Per-bias F; heatmap, one row per bias and one col-
umn per detector. Darker green is higher F;; darker red is
lower.

Table 3: Per-detector sensitivity: mean agreement across 10
seeds and mean per-axis flip rate across 120 variants. Higher
agreement and lower flip rates indicate greater robustness.
Best mean agreement in bold.

Detector Mean Agr.  Para.  Ent. Pol.  Hedge Debias
gpt-oss-120b 0.892 0.100  0.100  0.100  0.100 0.125
Nemotron-3-S-120B 0.967 0.033  0.000 0.100  0.100 0.000
Qwen3-32B 0.942 0.067  0.050  0.000  0.000 0.100
Qwen3.5-27B 0.975 0.067  0.000 0.000  0.000 0.025
Qwen3.6-27B 0.975 0.067  0.000 0.000  0.000 0.025
Qwen3.5-397B-A17B 0.992 0.000  0.000 0.000  0.000 0.025
Domyn-Large-260B 0.983 0.033  0.000 0.000  0.000 0.025

4.3 Sensitivity by Detector

Table 3 reports the mean agreement of each detector across the ten
sensitivity seeds together with the per-axis flip rates. While mean
agreement provides a compact measure of robustness, the axis-level
decomposition is necessary to distinguish between detectors that
achieve similar aggregate scores but fail under different classes of
perturbations.

The sensitivity analysis reveals a pattern that is not apparent
from benchmark performance alone. Qwen3.5-397B-A17B achieves
the highest agreement score (0.992), exhibiting near-invariant be-
havior across all perturbation classes, with only a small number of
failures on debiased variants. Domyn-Large-260B follows closely
at 0.983, with rare flips distributed across paraphrase and debias
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perturbations. Although Domyn-Large-260B achieves the highest
benchmark F;, it does not attain the highest sensitivity agreement,
indicating that benchmark accuracy and perturbation robustness
capture related but distinct properties of detector behavior.

The axis decomposition provides a more diagnostic view of ro-
bustness than the scalar agreement score alone. gpt-0ss-120b ex-
hibits a broadly distributed failure profile, with non-zero flip rates
on every perturbation axis, suggesting sensitivity to both semantic
and syntactic reformulations. In contrast, Nemotron-3-Super-120B
never flips under entity substitution and flips only rarely under
paraphrase (0.033), but is comparatively more sensitive to polarity
reversals and hedge/tense modifications (both 0.100). Qwen3.5-27B
and Qwen3.6-27B achieve nearly identical agreement scores and
exhibit virtually indistinguishable axis-level behavior, consistent
with their belonging to the same model family.

Robustness is therefore not characterized by aggregate agree-
ment alone: which perturbation class induces the failures is the
actionable quantity.

A concrete case. A single seed makes this axis-level dispersion
tangible. On the confirmation seed “Why will NVDA go up?”, three
detectors that share the canonical reading of the bias still split
sharply under perturbation: Qwen3.5-397B-A17B is perfectly in-
variant (agr = 1.000), Qwen3-32B drops to 0.833 with failures con-
centrated on paraphrase (flip rate 0.333) and entity swap (0.500),
and gpt-o0ss-120b drops to 0.417, flipping at 1.000 on paraphrase,
entity swap, and hedge/tense, plus one further flip among the polar-
ity and debias variants. The three agree on what confirmation bias
is; they differ in whether they recognize it under the rewordings
any analyst would actually use, which is precisely the property the
per-axis flip rates expose and the scalar agreement hides.

4.4 Accuracy Does Not Predict Robustness

Figure 3 plots, for each detector, its benchmark F; (§4.1) against its
mean sensitivity agreement (§4.3). The two metrics show no statis-
tically reliable association: Spearman p = +0.400 (95% bootstrap CI
[—0.814, +0.966], p = 0.371) and Pearson r = +0.409 (95% bootstrap
CI [-0.707, +0.859], p = 0.318), with both intervals computed over
B = 10,000 paired resamples of detectors and p-values from an
exact label-permutation test over all 7! assignments.

Because the detector pool is small (n = 7), the intervals are wide
and straddle zero; neither point estimate survives at & = 0.05, and
the data therefore provide no reliable evidence that benchmark
accuracy predicts robustness. The implication for procurement is
concrete: a detector’s F; on held-out inputs says little about how it
will behave under the trivial rewordings that any real investment
workflow will produce.

The detector rankings make the dissociation explicit. The most
accurate detector (Domyn-Large-260B, Table 2) is not the most ro-
bust (Qwen3.5-397B-A17B, Table 3), and the least accurate detector
(Qwen3.5-27B) ranks among the most robust, so a robustness order-
ing cannot be inferred from the accuracy ordering. These findings
characterize the framework rather than only the models evaluated.

Because the two-axis protocol is a model-agnostic validation
harness, any candidate detector can be placed on both axes before
deployment, and the same protocol transfers to other domains once
the taxonomy is re-instantiated.

Dimino et al.

Table 4: Routing distribution under three policies, replayed
on the same benchmark traces and aggregated across all
seven detectors. Shares are per input over the aggregated
trace.

Policy = pass detect_only auto_apply surface_to_user

Lenient 28.4% 12.4% 0.0% 59.3%
Default 28.4% 0.4% 12.0% 59.3%
Strict 28.4% 0.4% 71.2% 0.0%

4.5 Policy as a Tunable Lever

The accuracy and robustness results above characterize the detec-
tion layer. We now exercise the policy engine of §3.3 empirically
with two ablations that replay stored benchmark traces through the
alternative policies of §3.5, without re-issuing any detector calls.
Every rate in this subsection is scored per input over the aggregated
trace, so it is not comparable to the per-bias accuracy of Table 2.

Three policies, same trace, different routes. Table 4 reports the rout-
ing distribution of the lenient, default, and strict policies aggregated
across the seven detectors. The same traces produce materially dif-
ferent routings purely as a function of policy: the share of inputs
surfaced to the user ranges from 0% (strict) to 59.3% (lenient, de-
fault), and the share silently rewritten ranges from 0% (lenient) to
71.2% (strict).

Accuracy does not imply calibration. The single-knob confidence
policy of §3.5 makes the calibration story explicit. Table 5 reports
its intercept and false-surface rates at four thresholds for three
representative detectors. At r = 0.70 every detector is at satura-
tion (intercept above 0.90, false-surface above 0.10), so the knob is
effectively inert in the regime most policies default to. The lever
has bite only in the high regime: at 7 = 0.95, gpt-oss-120b re-
tains 80.0% intercept while reducing false-surface to 3.2%, whereas
Domyn-Large-260B collapses to 12.6% intercept despite reaching
0.0% false-surface. This is a property aggregate F; cannot expose:
gpt-oss-120b has lower F; but is markedly better-calibrated for a
confidence-gated policy.

The finding extends the procurement message of §4.4: bench-
mark accuracy does not predict robustness, and it does not predict
calibration either, so a confidence-gated deployment must measure
calibration directly rather than read it off F;.

4.6 Prompt-Pruning Ablation

Every accuracy, robustness, and calibration result reported above
uses the pruned family prompt of §3.3, which includes only the bias
entries the operator selected: a request selecting three of the nine
behavioral biases yields a behavioral-family prompt containing
those three entries and omitting the other six. This subsection
validates that choice against the unpruned variant, with dataset,
detector set, sampling temperature, and policy held fixed so that
the two predictions for each (detector, input) pair differ only in the
family-prompt body.

Table 6 reports per-detector F; under each prompt, AF;, and the
paired McNemar p on the binary correctness outcome. Pruning is
a net F; win for every detector (all paired McNemar p < 0.001); the
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Figure 3: Accuracy vs. robustness, one point per detector. The dashed diagonal is a visual reference, not a fit.

Table 5: Confidence-threshold sweep for the single-knob
policy {detected Aconf> 7 — surface; elsedetect_only;
not detected — pass}. “Inter” is the fraction of positive inputs
routed to surface or auto-apply; “F-Surf” the same fraction
on clean controls. Both are per-input rates.

Domyn-Large-260B  Qwen3-32B
F-Surf. Inter. F-Surf. Inter. F-Surf.

gpt-oss-120b

T Inter.

0.70 96.3% 19.8% 91.7% 12.5% 90.6% 10.8%
0.85 92.1% 15.4% 90.2% 10.9% 90.6% 9.2%
0.95 12.6% 0.0% 47.5% 1.2% 80.0% 3.2%
0.99 0.0% 0.0% 1.6%  0.0% 4.5% 0.0%

Table 6: Prompt-pruning ablation per detector: F; under the
pruned family prompt vs. the unpruned variant (all family
biases listed), AF;, and the paired McNemar p on the discor-
dant predictions. *** denotes p < 0.001.

Detector Ff " e AF; McNemar p
gpt-o0ss-120b 0.928 0.908 +0.020 o
Nemotron-3-S-120B  0.930 0.905 +0.025 i
Qwen3-32B 0.930 0.891 +0.039 e
Qwen3.5-27B 0.922 0.902 +0.020 i
Qwen3.6-27B 0.924 0.907 +0.017 i
Qwen3.5-397B-A17B  0.950 0.945 +0.005 i
Domyn-Large-260B  0.967 0.943 +0.024 o

gain is small but uniformly signed, from +0.005 to +0.039 (mean
+0.021), so the effect size, not the significance level, is the operative
quantity: pruning is the correct default and all results in this paper
are reported on it.

5 Discussion

We discuss why benchmark accuracy fails to predict deployment
behavior and what that gap implies for procurement; the threats the

protocol does and does not control for are treated in the Limitations.

Implications for procurement. The headline finding is not a cu-
riosity about model rankings: it is a procurement signal. Benchmark
F; does not determine how a detector behaves under the conditions
of deployment, so a buyer who selects on F; alone is selecting on a
metric that is silent about the two properties that decide whether
the detector is usable. The first is stability under rewording, and
the per-axis flip rates make it concrete: two detectors with sim-
ilar mean agreement can fail on entirely different axes, and the
right axis to weight depends on the buyer’s deployment context
(paraphrase-heavy retail surfaces vs. entity-rich institutional re-
search vs. multi-step orchestration where polarity and hedging shift
turn-to-turn). The second is calibration under a confidence-gated
policy, where the dissociation is sharper still: the most accurate
detector in our study collapses to a 12.6% intercept rate at a high
confidence threshold while a lower-F; detector remains usable,
so a buyer who gates on confidence cannot read usability off the
accuracy ranking either.

Why accuracy does not transfer. The gap is not surprising once
the two metrics are read as different measurements. Benchmark F;
aggregates correctness over inputs drawn once from a fixed distri-
bution, whereas deployment applies two stresses the benchmark
never does: the same analyst intent arrives in many surface forms,
and the operator gates action on the detector’s reported confidence
rather than on its label alone. A detector can be accurate in the
first sense yet unstable under rewording or miscalibrated at the
operator’s threshold, because nothing in an i.i.d. accuracy score
constrains behavior under paraphrase or the shape of the confi-
dence distribution. This is why the two deployment axes must be
measured directly: they are properties of the operating point, not
of the aggregate error rate.

6 Conclusion

We introduced an investment-bias benchmark grounded in a tax-
onomy adapted from a recent survey, a forced-execution detec-
tor framework (Sentinel), and a 5-axis sensitivity protocol that
measures detector invariance under controlled rewordings. Across
seven detectors, benchmark F; does not determine deployment
behavior: the per-axis flip rates locate failure modes that the scalar
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metrics do not name, and the most accurate detector collapses un-
der a confidence-gated policy while a lower-F; detector remains
usable. The practical implication for buyers of LLM bias detectors
is direct: accuracy on independent inputs is necessary but not suffi-
cient, and a procurement decision that ignores robustness under
rewording and calibration under thresholding can select a detector
that is accurate yet unusable in the buyer’s policy.

Future work targets four directions: (i) adding other detectors
to test whether the accuracy-behavior gap survives outside the
seven detectors; (ii) a multi-turn extension that measures sensitivity
across conversational refinements rather than independent rewrites;
(iii) fine-tuning a small open-weight model on the benchmark to
quantify the size/specialization trade-off under both metrics; and
(iv) an auto-tuning loop that replays candidate policies against the
benchmark under a Pareto accept rule, turning the framework into
a procurement-tunable system without retraining any model.

Limitations

We acknowledge four limitations. First, our evaluation is restricted
to seven detectors served through a single gateway with identical
generation settings. Second, all inputs are single-turn: the sensitiv-
ity protocol holds the intent fixed and perturbs surface form, but
does not measure detector behavior under multi-turn refinement,
which is a separate axis of robustness. Third, the benchmark and
the sensitivity dataset are English-only and concentrate on one
financial sub-domain (institutional investing); the taxonomy is de-
signed to be portable, but cross-domain transfer (retail advisory,
lending, risk) is not demonstrated here. Fourth, Sentinel’s policy
engine and audit log are tied to a forced-execution governance
pattern; deployments that rely on discretionary tool invocation
cannot adopt the framework without restructuring their gateway,
which we note as a deployment cost rather than a methodological
objection.
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